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Abstract. Learning in artificial neural networks is a process by which experi-
ence arising from exposure to measurements of empirical phenomena is con-
verted to knowledge, embodied in network weights. This process can be viewed
formally as statistical estimation of the parameters of a parametrized probability
model. We exploit this formal viewpoint to give a unified theory of learning in
artificial neural networks. The theory encompasses both supervised and unsuper-
vised learning in either feedforward or recurrent networks. We begin by describ-
ing various objects appropriate for learning, such as conditional means, vari-
ances or quantiles, or conditional densities. We then show how artificial neural
networks can be viewed as parametric statistical models directed toward these
objects of interest. We show how a probability density can be associated with
the output of any network, and use this density to define network weights index-
ing an information-theoretically optimal approximation to the object of interest.
We next study statistical properties of quasi-maximum likelihood estimators con-
sistent for the optimal weights, including issues associated with statistical infer-
ence about the optimal weights. Finally, we consider computational methods for
obtaining these estimators, with special attention to extensions of the method of

back-propagation.

Data Generating Processes as Objects of Learning1

We begin with a description of how the observed data are generated.

Assumption A.l: The observed data are the realization of a stochastic process

{Z,:,0.~mv, t=I,2,...}, veIN, on the complete probability space

(,0. , sf , p O ). For convenience and without loss of generality, we take
,0. = m v- = x;-=l m v, sf = sb v- = sb (m v- ) (i.e., the Borel (j-field generated by

m V-) and let { Z, } be the "coordinate variable process": for (0 = { z, } e mv- ,

wehaveZ,«(0)=z"t=I,2, O

In practice, we observe finite sequences of data, not infinite sequences. The



behavior of a finite sequence { Z, : t = 1 , ..., n } , n E IN , is governed by the pro-

bability measure P~ on (IRvn , ~vn), where IRvn=X7=IIRv , ~vn =~(IRvn). P~ is

also called the "distribution" of zn =(Zl , ..., Zn ) and is defined as

P~(An)=po[AnxlRvxlRvx...],AnE ~vn,n=l, 2, An equivalent characterization of the distribution of zn is given by its proba-

bility density function gn : IRvn ~ IR+, defined implicitly by

P~(An)=f gn(zn)vn(dzn),AnE ~vn,n=l, 2, ...,
;4"

where the integral is taken in the sense of Lebesgue, and vn is aO'-finite measure

(i p , thprp ~yi~t~ a ~~quence { D, c;; (JJvn , i ~ 1, 2, ...) for which m vn -vi=1 D;

and vn(B;) < 00 , i = 1, 2, ...), such that vn "dominates" P~, i.e., if B E ~vn and

vn(B) = 0 then P~(B) = 0. Under these conditions on vn , the existence of gn is

guaranteed by the Radon-Nikodym theorem. We write gn = dP~ I dvn ; gn is

called the Radon-Nikodym derivative or the Radon-Nikodym density

In many cases, however, knowledge of gn is more than one wants. The reason

is that gn embodies all relationships between the measured quantities jointly,

while interest often attaches instead solely to the relationship between certain

target variables, an 1 x 1 subvector Y, of Z" say, and the remaining components of

Z" say X, (so that Z, = (y; , X; )' ). In time-series contexts, preceding values Z,-I

may also be relevant in understanding the behavior of Y,. Everything that can

possibly be known about the relationship of Y, to i ,-1 = ( Z,-I , X, ) can be

expressed in terms of the conditional probability distributions of Y, given i ,-1,

or as in the case of the joint probability distribution of zn, in terms of an

appropriate conditional density function.

Such conditional densities can be expressed as

(y I ..'-1 ) = '( ')/ ..'-1 ( ..'-I )g"z -gzg z ,

where g , = dP ~ I dv ' is the probability density function of i " i.e., the Radon-

Nikodym derivative of P ~, the distribution of i " with respect to a O'-finite

measure v' dominating P ~. When a suitable O'-finite measure v, exists on

(m 1, :lJl), ~OJlditiu1lal J!lulJalJiliLjc~ i1IC gjyl;ll by

Po[y,Ecli'-I=zr-I]=tgr(Ylzr-l)v,(dy), CE~I,t=I,2,... .

An appropriate assumption in this context is the following:

Assumption A.2: For p~ and p ~ as defined above, and given O'-finite measures
vI, v I such that vI dominates p~ and v I dominates p ~, there exists a O'-finite

measure vI such that vI = vI (8) v I-I, 0

Even gl may be more than one really cares about. Frequently, only certain
aspects of the conditional distribution are of direct interest, such as the condi-
tional mean of YI given i I-I,



JlI(i I-I) = E(Y, i I-I )v,(dy )

12'-I)=J/RtYg,(yI
or the conditional variance of Y, given 2 ,-1 (with Y, a scalar),

0'~(2 '-1) = E([Y,-.u,(2 ,-1 )f I 2 '-1) = J [y -.u,(2 ,-1 )f g,(y I 2 ,-1 )v,(dy) .
/R

Instead of conditional means and variances, interest may attach to conditional
quantiles of the distribution of Y, given 2 '-I, such as the conditional median, or
the conditional quartiles. Taking Y, to be a scalar for simplicity, the conditional
pth quantile of Y, given 2 ,-1 is given by a function Qp" such that

Po[Y,~Qp,,(2'-1)12'-I]=p O~p~l.

The conditional median Q s ,(2 '-1) provides a minimum mean absolute error
prediction of Y, given 2'-1.' The interquartile range Q.7s,,(2 ,-I )- Q.25,,(2 '-1) is

a measure of the uncertainty attaching to prediction of Y, based on 2'-1,

Artificial Neural Networks and Parametric Models2

A leading example of the networks under consideration is the standard hidden
layer feedforward network, with output given by

q
f(x,9) =Po + L G(i 'Yj)P j ,

j=1
where x represents an r x 1 vector of real-valued network inputs, i = (l,x}' is the
augmented input vector containing inputs x together with a unit bias input, Y j is
an (r + I) x 1 vector of real-valued weights (connection strengths) from the input
layer to hidden unit 1,1=1 , ..., q ( q is the number of hidden units), G is the com-
mon hidden unit activation function (e.g., the logistic, G(a)=I/[l+exp(-a)]) ,P j
is a real-valued hidden to output unit weight, 1=1, ...,q, and/3o is the hidden to
output bias. We represent the entire vector of network weights as 9. For simpli-
city, we sometimes work with a single output.

AMUllIVIJUIl A.3: NelWOrlC arcmtecture IS suCh that tor each t = I, 2, ..., net-
work output is given by I, : 1R v, x e ~ 1R k , ke IN , where e is a compact subset

of 1Rs , se IN .Further, for each z' in 1Rv, , I, ( z' , .) is continuous on e, and for
each (} in e ,1,( .,(} ) is measurable-'Bv" t = I, 2, 0

Note that we permit network output to depend on the entire history of inputs and
targets. This permits treatment of recurrent networks. Also note that the number
of network outputs is k, which need not equal the number of targets, I. The
opportunities afforded by this flexibility are discussed in Section 3.



3 Associating Conditional Densities With Network Models

Fundamental to our unification of network learning within the framework of

parametric statistical estimation is the association of a conditional probability
density with any network output function. We do this by making use of a

sequence of function { I/> t } satisfying the following condition.

Assumption A.4: Let k , 1 E IN be given. { t/> t : m I X m k ~ m + } is a sequence of

functions such that for each y in ml we have thatt/>t (y , .) is continuous on mk ;
for each 'f E mk we have that t/>t ( ., 'f ) is measurable-~1 ; and for some O'-finite
m~:1~~ 1; , on ( m I, 11/1 )

JIf>,(Y,/,(z',(J»',(dy)= 1 (3.1)

for all Z1 = (y , z 1-1) in /RV1 and all (J in E>, t = 1, 2, D

With Assumption A.4, the function hl defined as

hl(ZI,O)=</JI(Y,II(zt,O»

is the desired density associated with /1. It is a conditional density function for
YI given i /-1 for all 0 in e because by construction, it is non-negative and
integrates to lover /R / for every i /-1 E /Rvt-l and every 0 in e. The function

0 ~ hl(ZI , 0) is called a "(conditional) likelihood function," and hl(zt , 0) is
called "the conditional likelihood of Y given i 1-1 at 0," or simply "the likeli-
hood. "

For the remainder of the discussion, we restrict attention to the case in which It
does not depend on Y. We henceforth write /1( i 1-1 , 0) in place of It ( zt , 0 ).

This is appropriate for supervised training of feedforward and recurrent net-
works. Unsupervised training of such networks is possible, but for brevity will
not be discussed here. See White ( 1994) for discussion of this DOssibi1ity.

3.1 Location Families

Most applications of feedforward and reculTent networks have either implicitly
or explicitly focused attention on the conditional expectation of y/, in which case
it is appropriate to choose 4> (y , .) as a location family of densities, with 'r the
location parameter. A leading example is the standard normal location family,
for which 4>(y , 'r)=(21r)-\'1exp[-(y -'rf /2], 'rE m. Replacing 'r with !t(i /-1 , 0)
gives likelihood

h1(zl,()=(21r;)-1hexp[-(y-f,(Z 1-1 ,()yI2] .

This choice leads directly to familiar back-propagation learning.

Another important and useful location family is the linear exponential family



tf>(y , 't")=exp[a('t")+b(y)+y'c('t")] ,

with functions a, b and c chosen so that for some 0- -finite measure ,

ftf>(Y,'t")'(dy)=1

and

f y<1>(y , 't")'(dy) ='t" .

A potentially serious drawback of the exponential location family is its
extreme sensitivity to outliers. This sensitivity is measured by the "influence
function" (Hampel 1968, 1974; Huber 1981, Section 1.5). It can be shown that
the influence function is proportional to -olog<1>(y ,'t")/o't" (with y and't" now
scalar for simplicity). For the exponential family

O log <I>(y , 't") I o't"=oa('t") I o't"+yoc('t") lo't" .

The restriction that fy<1>(Y,'t")'(dy)='t" can be shown to imply that
oa('t")1 o't"=--roc('t") I O't" (e.g. White 1993, Lemma 6.7) so that

O log <I>(y , 't") lOr=( OC ('t")/ Or)(y -'t") .

This function is unbounded in y, with the implication (as discussed by Hampel
1968, 1974, and Huber 1981) that the results of learning based on this family can
be grossly affected by just a few outliers.

By picking <I> in such a way that the influence function is bounded, one can
achieve "robust" learning procedures that are affected much less adversely by
outliers. Huber (1981, p. 71) gives some location families that lead to more
robust learning:

<I>(y , 't") =exp [-(y -'t")] I (l+exp[-(y -'t")W

<I>(y , 't") =11 [1t'(I+(y -'t")2)]

<I>(y,'t")=cexp[-(y-'t")212] Iy-'t" I =<c

-cexp[ Iy ~1]lc2/2 Iy ~I>c,

where C is now a constant chosen so that <I>( ., 't") integrates to lover m .
To this list we add Student's {-distribution with d degrees of freedom,

<I>(y , 't")=(d1t')-'h ( r [(d+ 1) 12] 1 r (d 12» (1 +(y -'t")21 d)-(d+l)/2 ,

where r(.) denotes the standard gamma function. The {-distribution links the
Cauchy and normal distributions, as d = 1 gives the Cauchy, while d = DO gives
the normal. The influence function is bounded for all d < DO.

3.2 Location-Scale Families


